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Abstract

This work investigates the use of neural networks admitting high-order derivatives for modeling
dynamic variations of smooth implicit surfaces. For this purpose, it extends the representation
of differentiable neural implicit surfaces to higher dimensions, which opens up mechanisms that
allow to exploit geometric transformations in many settings, from animation and surface evolution
to shape morphing and design galleries.

The problem is modeled by a k-parameter family of surfaces Sc, specified as a neural network
function f : R3 × Rk → R, where Sc is the zero-level set of the implicit function f(·, c) : R3 → R,
with c ∈ Rk, with variations induced by the control variable c. In that context, restricted to each
coordinate of Rk, the underlying representation is a neural homotopy which is the solution of a
general partial differential equation.

1 Introduction

A smooth neural implicit function, g : R3 → R, is a neural network capable of representing smooth
implicit surfaces. Since g is smooth, concepts from differential geometry can be used, for instance,
during the training of its parameters [25].

In this work, we investigate the possibilities of extending the domain of neural implicit functions
from R3 to higher dimensions, for example to space-time R3×R. This would allow the animation of a
given implicit surface over time to be encoded into a single smooth function with domain in R3 × R.
Here, p ∈ R3 denotes a point in the space, and t ∈ R denotes the time (the use of R instead of [0,∞)
is an abuse of notation).

In a more general context, we take the domain as R3×Rk, where these k ∈ N extra dimensions are
used to model variation directions of an implicit surface S. The vector c ∈ Rk corresponds to control
variables that can be used to explore the configuration space. Specifically, let f : R3 × Rk → R be a
smooth function represented by a neural network such that S is the zero-level set of f(·, 0), where 0 is
the origin of Rk. The k-parameter family of smooth functions f(·, c) : R3 → R with c ∈ Rk, represents
a family of neural implicit functions. The animation of S is given by the k-parameter family of implicit
surfaces Sc defined as the zero-level set of f(·, c).

The only requirements are that the function f must be smooth (or at least C3) and be represented
by a neural network. In this work, we focus on the space-time domain R3 × R.

The contributions of our work can be summarized as follows:

• The extension of differentiable neural implicit surfaces to higher dimensions;

• The introduction of a shape transformation framework based on neural homotopies;

• The development of machine learning techniques with applications on animation, surface evolu-
tion and morphing.

2 Related works

The research topics related to our work include: warping and morphing with implicit surfaces; level
set methods; implicit surface representations using neural networks; differential geometry; exterior
calculus; partial differential equations and physics-based methods.
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Warping and morphing has been an active area of research in Computer Graphics since the
1990’s [14]. Many problems in this area, such as shape correspondence and topology changes, can
be elegantly solved using implicit surfaces [34],[2]. Additionally, animation of deformable and soft
objects can be effectively posed in the context of implicit representations [3],[12],[11].

On the other hand, the generalization of shape interpolation inspired the development of useful tools
in the context of Computer Aided Design (CAD). For example, design galleries provide an intuitive
interface to explore and navigate families of shapes [22], [35].

The emergence of A.I. Graphics, has introduced machine learning methods that made possible
great advances to reformulate and solve classical problems, creating new applications. Particularly,
modeling shapes as level sets of neural networks has recently demonstrated to be an effective geometric
surface representation [27],[24],[15],[33]. Furthermore, neural implicit models can be used to represent
dynamic radiance fields with applications to high-quality rendering and animation based on real world
data [28],[31],[30],[29] .

The study of shape properties through differential geometry leads to a mathematical framework
for intrinsic operations on surfaces based on exterior calculus. In this setting it is possible to define
operators that change the shape in meaningful ways, for example the mean curvature flow for sur-
face smoothing [4]. However, most of the research in the area of Geometry Processing is in discrete
parametric representations, such as polygonal meshes [5],[9],[10].

3 Conceptualization

3.1 Implicit surfaces

The zero-level set g−1(0) of an implicit function g : R3 → R can be used to represent a surface S in
R3. If g is smooth and has c ∈ R as a regular value, then its c-level set is a regular surface S. A
number c ∈ g(R3) is a regular value of g iff ∇g 6= 0 in g−1(c). Conversely, given a regular surface S in
R3, there is a function g : R3 → R having S as its c-level set, i.e. g−1(c) = S (Prop. 2 in [13, Sec. 2.7]).
Therefore, given a sample of points on the surface S, we could try to construct the implicit function
g, which this paper considers to be a neural network.

3.2 Neural implicit surfaces

We say that the implicit function g is neural iff it is modeled by a neural network. We call the zero-level
set g−1(0) a neural implicit surface. SIREN [33] and IGR [15] are examples of neural networks capable
of representing smooth implicit functions.

Let S be a surface in R3, and g : R3 → R be an ”unknown” neural implicit function. To compute
the parameter set of g such that g−1(0) approximates S, it is common to consider the following Eikonal
problem in the loss function. 

|∇g| = 1 in R3,

g = 0 on S,
∂g
∂N = 1 on S

(1)

The Eikonal equation |∇g| = 1 asks for g to be a signed distance function. The Dirichlet condition,
g = 0 on S, requires that g is the signed distance from a set in R3 that includes the surface S. The
Neumann condition, ∂g

∂N = 1 on S, forces ∇g to be aligned to the normal field N of S. This is due to

the fact that ∂g
∂N =

〈
∇g,N

〉
. Observe that adding such important constraints in the training would

require higher-order derivatives of g. Therefore, from now on, we will restrict our study to smooth
neural implicit functions.

In this work, we are interested in using neural networks to model animations of the initial implicit
surface S. The level sets g−1(c), with c ∈ g(R3), of the neural implicit function g could be used
to animate S ≈ g−1(0). However, this do not allow intersections between surfaces at different time
instants, because the level sets of g are disjoint. To avoid this we extend the domain of the neural
implicit function adding parameters to control animations.
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3.3 Neural homotopies

R3 has been considered as the domain of smooth neural implicit functions [33, 15, 25]. However, as
mentioned in the introduction (Sec 1), we can augment R3 by a product space R3 ×Rk, where p ∈ R3

denotes a point in the space and c ∈ Rk denotes a vector that control k direction of possible animations
(rigid motion, smoothing, morphing, ...) of the initial implicit surface. In this work we focus on the
space-time R3 × R. This would allow for implicit surface animations using the control variable time.

Specifically, let f : R3×R→ R be a smooth neural function representing an one-parameter family
of neural implicit functions ft : R3 → R defined by ft(p) = f(p, t). Topologically, the family ft
represents homotopies between any two functions ft0 , ft1 : R3 → R, with t0, t1 ∈ R. Thus, we say
that f is a neural homotopy function. The underlying family of neural implicit surfaces St = f−1t (0)
is a neural animation of the initial surface S0 = S. Restricted to the interval [t0, t1], the surfaces
St provides a neural morphing between the neural implicit surfaces St0 and St1 . Observe that these
surfaces can contain singularities as their topologies may change over time t. Hart [17] has studied
this phenomenon using Morse Theory.

3.4 PDEs and homotopies

In the same way that we considered a neural implicit function as a solution of the Eikonal problem
(Eq (1)), we could consider the neural homotopy f : R3 × R → R be a solution of a general partial
differential equation (PDE) problem

F
(
∇nf, . . . ,∇1f, f, p, t

)
= 0

where ∇kf denotes the derivative of order k of f . Initial-boundary conditions could also be used.
In this work, we consider several definitions of F to model problems such as animation, smoothing,
morphing, keyframe interpolation, etc.

The time t allows a continuous navigation in the neural animation St = f−1t (0). Each instant t
also represents a transformation S0 → St of the initial implicit surface S0.

Again, we could use other domains besides space-time, for example, R3 × R2. Here R2 would
represent a 2D interface for navigating in the underlying two-parameter family of neural implicit
surfaces. However, we will focus on the case of only one extra dimension, i.e., R3×R, and mostly take
the control variable t as time.

4 Neural Homotopy Framework

This section presents the neural homotopy framework that describe neural animations of a given
implicit surface based on phenomena represented by PDEs. Specifically, we seek for a neural homotopy
f : R3 × R → R satisfying a given PDE problem with its initial condition being a signed distance
function from a surface.

We would like for each time t its restriction ft : R3 → R to be as close as possible to a signed
distance function, that is, an approximation of a solution of the Eikonal equation |∇ft(p)| = 1. This is
not possible in general, since the family of implicit surfaces f−1t (0) could change the topology, implying
singularities (∇ft = 0).

In particular, if ft satisfies the Eikonal equation, ft(p) is the signed distance of p ∈ R3 from the
zero-level set f−1t (0). This property allows us to use the sphere tracing algorithm [16, 18] to visualize
the level sets of ft. See [8] for real-time sphere tracing visualizations of neural homotopies.

4.1 Animation

In this section, we present a simple example of animation using PDEs, the transport equation, which
models the continuous transport of the level sets of an implicit function along a constant direction.
Next, we will see that it is a particular case of a more general process, the level set equation, which is
the classic approach for handling level set animation using PDEs.
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4.1.1 Using the transport equation

Let S be a compact surface in R3. The translation of S towards a vector b can be modeled by a neural
homotopy f : R3 × R→ R solution of the transport equation.

∂f

∂t
+
〈
∇pf, b

〉
= 0 in R3 × R,

f = g on R3 × {t = 0}.
(2)

Where g is the signed distance function from the surface S. The spatial gradient of f is denoted by

∇pf :=
(
∂f
∂x ,

∂f
∂y ,

∂f
∂z

)
.

Observe that f(p, t) = g(p− tb) is a solution of Equation (2). The function ft is a signed distance
function for each time t and the neural animation St = f−1t (0) represent the movement of S along tb.

For a simple example of how to expand the domain of f , consider it to be R3×R3×R. Then update
Equation (2) using the transport equation ∂f

∂t (p, b, t)+
〈
∇pf(p, b, t), b

〉
= 0. Therefore, given a solution

f of the resulting PDE problem, its associated neural animation S(b,t) is embedded in R3 × R3 × R
and encodes all of the rigid motions p+ tb of S.

4.1.2 Using vector fields

In this case a family of vector fields drives the animation of the surface S. For this purpose, we use a
technique known in the literature as the level set method, introduced by Osher and Sethian [26]. This
approach is used in several works [37, 11, 21].

In Equation (2) the implicit surface S was transported along the constant vector field b. We can
generalize this procedure by replacing the linear movement p+ tb of the point p by an one-parameter
family of deformation x : R3 × R → R3 satisfying x(p, 0) = p. Then, the one-parameter family of
surfaces x(S, t) for t ∈ R results in an animation of the initial surface S.

Next, we represent the animation x(S, t) in terms of neural implicit surfaces. Let g be the signed
distance function of S. We seek a neural homotopy f : R3 × R → R such that f−1t (0) corresponds to
x(S, t) for each t ∈ R. Therefore, the neural homotopy must satisfies:

• f = g on R3 × {t = 0};

• f must be constant along each curve α(t) = x(p, t) for p ∈ R3, i.e. f(α(t), t) = c iff g(p) = c.

For each value c ∈ g(R3), the second condition requires that the c-level set of ft matches with
x(g−1(c), t). To compute f , we observe that for each fixed point p, the function f(α(t), t) is con-
stant. Deriving, we obtain

∂f

∂t
(α(t), t) +

〈
∇pf(α(t), t), α′(t)

〉
= 0. (3)

This equation is similar to the transport equation (Eq (2)) but with the derivative α′(t) substituting
the vector b. The derivative α′(t) corresponds to a vector field along the trajectory α(t) of the point p.

As Equation (3) holds for each point p, we can drop their trajectories α and use only the derivatives
α′ in the equation. Specifically, we consider these derivatives to be represented by an one-parameter
family of vector field V : R3×R→ R3, with V (p, t) = α′(t) for p ∈ R3. Therefore, the unknown neural
homotopy f encoding this animation should be the solution the (neural) level set equation.

∂f

∂t
+
〈
∇pf, V

〉
= 0 in R3 × R,

f = g on R3 × {t = 0}.
(4)

Let f be a solution of the neural level set equation. By the above discussion, f(p, t) has the form
g(x(p, t)), where d

dtx(p, t) coincides with V (p, t). In other words, the neural homotopy f implicitly
encodes the integration of V . Therefore, defining a family of vector fields is a way to animate a given
surface using the level set equation. Section 4.2 present an example where V smooths the surface S.
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4.1.3 Generalized level set method

Even though this work is focusing on the space-time case, here we are going to conceptualize a possible
generalization of the level set method.

We could augment the domain R3 × R of the neural homotopy f : R3 × R → R by a product
space R3 × Rk, with k ∈ N, to represent k different animations in a single function. Specifically, let
f : R3 × Rk → R be a (unknown) k-parameter family of neural implicit functions. We generalize
Equation (4) using 

∂f

∂ci
+
〈
∇pf, Vi

〉
= 0 in R3 × Rk

f = g on R3 × {c = 0}.
(5)

Where ci is the ith coordinate of a vector c = (c1, . . . , ck) ∈ Rk, and Vi : R3 × R→ R3 are k (known)
families of vector fields. The k level set equations ∂f

∂ci
+
〈
∇pf, Vi

〉
= 0 force f to encode a different

animation (indexed by i = 1, . . . , k) on each variable ci.

4.2 Deformation using the mean curvature flow

This section presents the mean curvature equation, a famous PDE studied by the differential geometry
and the analysis communities [4]. The movement of every point, in a family of surfaces that evolves
under this equation, has the velocity given by the negative of its mean curvature. Therefore, this
family of surfaces is smoothed along time (minimizing distortion). Such properties have significant
applications in surface modeling. Here we follow the notations of [1], which presents an implicit
formulation for that PDE.

4.2.1 Differential surface properties

To explore the generality of Equation (4) we represent the mean curvature equation using it. Consider

the family of vector fields V (p, t) = −H(p, t)N(p, t), where N(p, t) =
∇pf(p,t)
|∇pf(p,t)| is the normal vector at

p of the level set of ft, and H(p, t) = divN(p, t) is the mean curvature. Replacing V in Equation (4)
gives the mean curvature equation.

∂f

∂t
− |∇pf |div

(
∇pf
|∇pf |

)
= 0 in R3 × R,

f = g on R3 × {t = 0}.
(6)

Again, g is the signed distance function from the initial surface S. Intuitively, the resulting family
of implicit surfaces St = f−1t (0) is moved in the direction of the mean curvature vector −H(p, t)N(p, t).
Therefore, it contracts regions of S with positive curvature and expands regions of negative curvatures.
As a consequence, this procedure smooths the initial surface S.

4.2.2 Heat equation

Let f be a solution of Equation (6). If the functions ft are signed distance functions (|∇pf | = 1)

the mean curvature equation coincides with the well-known heat equation ∂f
∂t = ∆pf . Remember the

Laplacian operator ∆pf = div∇pf .

4.2.3 Minimal surfaces

The evolution of a surface under the mean curvature equation produces a family of surfaces that
decrease the area. Let f : R3 × R → R be an one-parameter family of implicit functions solution of
Equation 6, and St be its corresponding one-parameter family of surfaces. We can measure the area
of these surfaces using Area(St) =

∫
St
dSt, where dSt is the area form of St. It can be proved [13,

Sec. 3.5], [23, Cor. 6.2] that the first variation of area of the family St is given by

d

dt
Area(St)

∣∣∣
t=0

= −
∫
S0

H2dS0, (7)
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Therefore, the area of the family of surfaces St is decreasing.
Let S be a surface, and St be the corresponding family of surfaces resulting from evolving the mean

curvature flow of S. A surface St0 is critical if it satisfies d
dtArea(St0)

∣∣∣
t=t0

= 0, in other words, if its

mean curvature is constant equal to zero. This surface is also called minimal. Examples of minimal
surfaces include the plane, catenoids, helicoids, Enneper surface, Costa’s minimal surfaces, etc.

We can add a constraint in the mean curvature equation to fix a given region of the initial surface
S along the time. In the case that S has a boundary curve, fixing this curve and evolving Equation (6)
leads to a surface of minimal area. This problem is related to the physical shapes of soap films at
equilibrium under the surface tension [36].

4.3 Morphing between implicit surfaces

In this section, we present examples of PDEs whose solutions are homotopies (morphing) between
implicit functions.

Let S1 and S2 be two compact surfaces in R3, and g1 and g2 be their signed distance functions.
We start with the case where the morphing of S1 into S2 is driven by a vector field.

4.3.1 Morphing driven by a vector field

We define a family of vector fields V : R3 × R → R3 for Equation (4) such that its solution is a
morphing between the surfaces S1 and S2.

V (p, t) = −g2(p)
∇pf(t, p)

|∇pf(t, p)|
(8)

Therefore, the corresponding PDE problem is obtained by substituting Equation (8) in Equation (4).
∂f

∂t
− |∇pf |g2 = 0 in R3 × R,

f = g1 on R3 × {t = 0}.
(9)

Let f be a solution of Equation (9). Intuitively, the homotopy will locally inflate S1 if inside S2,
and deflate if outside, so that S1 will always try to fit to S2 [11]. However, we do not have the exact
time t that the homotopy reaches the signed distance g2 of S2, i.e. f−1t (0) = S2. Therefore, using this
strategy, we are not able to handle the morphing between more than two implicit surfaces.

4.3.2 Morphing using only the spatial Eikonal equation

We consider the simple PDE problem of asking for the unknown homotopy f between g1 and g2 to be
a family of signed distance function, i.e, to satisfy the Eikonal equation |∇pf | = 1 in the space.

|∇pf | = 1 in R3 × R,
f = g1 on R3 × {t = 0},
f = g2 on R3 × {t = 1}.

(10)

Note that the time instants 0 and 1 could be any two numbers. This allows us to generalize Equation
(10) to consider the keyframe morphing of n surfaces Si.{

|∇pf | = 1 in R3 × R,
f = gk on R3 × {t = k}.

(11)

Observe that Equation (11) admit multiple solutions since no time restriction is considered along the time.
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4.3.3 Morphing using the mean curvature equation

We could ask for the morphing of the level sets to minimize area deformation. For this we use the
mean curvature equation (Eq (6)) in Equation (11).


∂f

∂t
− |∇pf |div

(
∇pf
|∇pf |

)
= 0 in R3 × R,

f = gk on R3 × {t = k}.
(12)

Equation (12) simulates the morphing (minimizing area distortions) between the family of implicit
surfaces Si. Again, gi are the signed distance functions from Si.

5 Learning a neural homotopy

Let {Si} be a set of n compact surfaces inside the cube Q := [−1, 1]3 in R3. Let fθ : Q× [−1, 1]→ R be
a neural homotopy represented by a neural network with an unknown set of parameters θ. This section
defines a loss function to estimate the parameters θ such that the resulting homotopy fθ approximates
a solution of a given PDE problem satisfying the conditions (fθ)ti = gi(·) on Q × {t = ti}, where
ti ∈ [−1, 1], and gi are the signed distance functions of Si at the times ti.

5.1 PDE problem

We train the parameter set θ by forcing fθ to be a approximated solution of a given PDE problem.{
F
(
∇nfθ, . . . ,∇1fθ, fθ, p, t

)
= 0 in Q× [−1, 1],

fθ = gi on Q× {t = ti}.
(13)

F is a smooth function depending on the derivatives of fθ. The unknown neural homotopy fθ encodes
a certain phenomenon ruled by F . For examples, see Section 4. The interval [−1, 1] in Q × [−1, 1]
can be used to control the neural animation St = (fθ)

−1
t (0). The signed distances gi are the PDE

conditions at the times ti.

5.2 Loss functional

We use Equation (13) to define a loss function to train the parameters of fθ.

L(θ) =

∫
Q×[−1,1]

∣∣F∣∣dpdt
︸ ︷︷ ︸

LPDE

+

n∑
i=1

∫
Q×{t=ti}

∣∣fθ − gi∣∣dp
︸ ︷︷ ︸

Ldata

. (14)

The PDE constraint LPDE forces the neural homotopy fθ to satisfy the PDE F
(
∇nfθ, . . . ,∇1fθ, fθ, p, t

)
=

0. This constraint works like a regularization of fθ requiring it to obey the phenomenon ruled by F .
The data constraint Ldata asks for fθ to satisfies the conditions fθ = gi on Q × {t = ti} of the PDE
problem (Eq (13)).

5.3 Training

To find an approximation fθ of a solution of Equation (13) we seek a minimum θ of the loss function L
using the gradient descent. In practice, we enforce the loss function L = LPDE +Ldata with a sampling
in Q × [−1, 1] and another sampling in

⋃n
i=1Q × {t = ti}. In other words, we have to deal with a

sampling for the PDE constraint and another one for the data constraints.
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5.3.1 Two types of samples

During training, we sample the minibatches of l1 ∈ N spacetime-points {pj , tj}, j = 1, . . . , l1, in the
cube Q× [−1, 1] randomly. Then, the PDE constraint LPDE is enforced in the coordinates (pj , tj),
yielding a loss function approximation

L̃PDE =

l1∑
n=1

∣∣∣F(∇nfθ(pj , tj), . . . ,∇1fθ(pj , tj), fθ(pj , tj), pj , tj
)∣∣∣.

Therefore, the Monte Carlo integration ensures that the approximation of LPDE gets better as the size
l1 of the sampling grows.

The sampling for the data constraint Ldata is slightly different. We follow the definitions of [25],
whose sampling strategy is briefly explained here. The data constraint Ldata is responsible of forcing fθ
to fit to the input dataset which, in practice, we consider to be a set of n triangle meshes {T1, . . . , Tn}.
Each triangle mesh Ti is a discrete approximation of the surface Si which we will try to reconstruct
as a neural implicit surface (fθ)

−1
ti (0). In this case, we use the Eikonal equation (Eq (1)) to define

Ldata. Specifically, we write it as a sum Ldata =
∑n
i=1 LSi , with LSi managing the approximation of

the signed distance gi of Si by the neural implicit function (fθ)ti = fθ(·, ti).

LSi =

∫
Q×ti

∣∣∣1− ∣∣∇(fθ)ti
∣∣∣∣∣dp

︸ ︷︷ ︸
LEikonal

+

∫
Si

∣∣(fθ)ti∣∣dSi
︸ ︷︷ ︸
LDirichlet

+

∫
Si

∣∣∣1− 〈∇(fθ)ti , Ni
〉∣∣∣dSi

︸ ︷︷ ︸
LNeumann

.

Where LEikonal forces (fθ)ti to be a signed distance function of a set X ⊂ Q, LDirichlet asks for fθ to be
zero on Si ⊂ X, and LNeumann requires the alignment between the gradient of (fθ)ti and the normal
vectors Ni of Si. To force X − Si ≈ ∅ we add the signed distance gi of a sample of points in Q− Si in
the LDirichlet using |(fθ)ti − gi

∣∣.
In practice, fθ is supervised using the sample of points {pj , Nj}i, where {pj}i are the vertices of the

triangle meshes Ti, and {Nj}i are their normals. During training, LEikonal , LDirichlet, and LNeumann

are discretized into summations using Monte Carlo integration, as in the PDE constraint case. Then,
we sample minibatches with l2 ∈ N on-surface points and l3 ∈ N off-surface points. The on-surface
points are uniformly sampled in the point cloud

⋃n
i=1{pj , Nj}i, and the off-surface points are uniformly

sampled on
⋃n
j=1Q× ti.

5.3.2 Samples proportions

During the training of the neural homotopy fθ, we sample minibatches of l = l1 + l2 + l3 points to feed
the loss function. Where l1, l2, l3, are the number of spacetime, on-surface, and off-surface points. In
our experiments, we obtained important results using l1 = l

2 , l2 = l
4 , and l3 = l

4 .

5.4 Visualization

Let fθ : Q×[−1, 1]→ R be a trained neural homotopy. To visualize the corresponding neural animation
St = (fθ)

−1
t (0), we can consider two approaches: marching cubes or sphere tracing.

5.4.1 Marching cubes

We can use the marching cubes [20, 19] to approximate an neural surface St0 by a triangle mesh Tt0
using a sample of (fθ)t0 at the vertices of a regular grid in Q. Then the rasterization algorithm render
views of Tt0 . To visualize the neural animation St, we repeat this procedure for a sequence of time
instants. In Section 6, we use this approach to visualize trained neural homotopies.

The majority of neural implicit works use marching cubes to visualize the resulting neural implicit
surfaces. This is probably due to the visualization not being the main focus of those works. However,
marching cubes is very sensitive to grid discretization and it is not interactive. The need for high
resolution also demands processing, making its performance prohibitive for real-time applications.
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5.4.2 Sphere tracing

Assume that fθ is a family of signed distance functions (fθ)t. Sphere tracing [16, 18] can be used to
visualize interactively the neural animation St. It consists of computing the intersections of view rays
with St. Let p0 and v be the ray origin and ray direction, respectively. The intersection between the
ray p0 + sv, s ∈ R, and the zero-level set St of the signed distance function (fθ)t is approximated by
iterating pi+1 = pi + vfθ(pi, t).

[8] present real-time visualizations of neural animations using a multiscale sphere tracing algorithm.

5.5 Neural network architecture

This work considers the network fθ to be represented by a multilayer perceptron

fθ(p) = Wd+1 ◦ fd ◦ fd−1 ◦ · · · ◦ f1(p) + bd+1, (15)

consisting of d hidden layers fi(pi) = ϕ(Wi(pi) + bi), where Wi : RNi → RNi+1 are fully connected
layers (linear maps), bi ∈ RNi+1 are the biases, and the activation function ϕ : R → R is a smooth
function. The activation function ϕ is applied at each coordinate of the vector Wi(pi) + bi. The
parameter θ consists of the union of the coefficients of Wi and the biases bi. The integer d is the depth
of fθ and the dimensions Ni are its layer widths.

In our experiments, we use the sine as the activation function, resulting in sinusoidal networks [7].
We consider the training framework given in [25] that uses the initialization of the network parameters
given in [33].

5.5.1 Gradient computation

The neural network fθ is smooth since its activation function ϕ is smooth. We now derive the gradient
of fθ explicitly. This is useful for shading computations. For this, we use the chain rule:

∇fθ(p) = J
(
Wd+1 ◦ fd ◦ · · · ◦ f1(p)

)
+ J(bd+1)

= JWd+1

(
fd ◦ · · · ◦ f1(p)

)
◦ Jfd

(
fd−1 ◦ · · · ◦ f0(p)

)
◦

◦Jfd−1

(
fd−2 ◦ · · · ◦ f1(p)

)
◦ · · · ◦ Jf2

(
f1(p)

)
◦ Jf1(p),

where J is the Jacobian. Using that Jbd+1 = 0 and JWd+1(q) = Wd+1, we obtain a simpler formula:

∇fθ(p) = Wd+1 ◦ Jfd(pd) ◦ Jfd−1(pd−1) ◦ · · · ◦ Jf2(p2) ◦ Jf1(p),

where pi = fi ◦ · · · ◦ f1(p). Simple calculations lead us to an explicit formula of the Jacobian Jfi(pi) =
Wi�ϕ′

[
ai| · · · |ai

]
, where � is the Hadamard product, and the matrix

[
ai| · · · |ai

]
has Ni copies of the

vector ai = Wi(pi) + bi ∈ RNi+1 .

6 Experiments

In this section, we use the above learning framework to approximate a solution of Equations 2, 6, 11,
and 12. The details of the experiments presented below can be found in Appendix A.

6.1 Transport of an implicit surface

The first experiment evaluates the learning of the continuous translation of the level sets of an implicit
function towards a given direction. For this, we train a neural homotopy to approximate a solution of
the transport equation (Eq (2)). We know the closed solution of this problem, therefore, we can easily
check if the proposed framework can approximate the PDE solution.

Let g : Q → R be the signed distance function of a surface S inside the cube Q = [−1, 1]3. The
transport of g along a vector b ∈ R3 is described by the following PDE (a particular case of Eq. (2)).

∂fθ
∂t

+
〈
b,∇pfθ

〉
= 0 in Q× [−1, 1],

fθ = g on Q× {t = 0}.
(16)
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We are assuming the unknown function fθ in Equation (16) to be a neural homotopy. Therefore,
solving this problem is equivalent to finding a parameter set θ such that fθ satisfies the transport
equation. To learn the unknown set of parameters θ, we consider the following loss functional.

L(θ) =

∫
Q×[−1,1]

∣∣∣∂fθ
∂t

+
〈
b,∇pfθ

〉∣∣∣dpdt+

∫
Q×{t=0}

∣∣fθ − g∣∣dp (17)

The second experiment transports the sphere and the Armadillo model in the direction of b =
(0, 1, 1). We are looking for a neural homotopy fθ satisfying ∂fθ

∂t + ∂fθ
∂x + ∂fθ

∂z = 0 with the initial
condition fθ(·, 0) = g, where g is the signed distance of the sphere in the first experiment and the
signed distance of the surface of the Armadillo in the second.

6.1.1 Sphere

Let g : Q → R be the signed distance function of the sphere of radius 1
2 , and fθ : Q×[−1, 1]→ R be the

neural homotopy trained using the loss function in Equation (17) with the training framework of Sec-
tion 5.3. Figure 1 presents 4 reconstructions of the zero-level sets of (fθ)ti , where ti = 0, 0.29, 0.57, 0.86.

Figure 1: Translation of the sphere along the direction (0, 1, 1).

Observe that the solution of the transport equation is well approximated by the neural homotopy
fθ because the sphere is being translated along the diagonal (0, 1, 1). The spheres are clipped because
it leaves the animation domain Q.

6.1.2 Armadillo model

Next, we consider the translation of a surface with more geometrical details. Let g : Q → R be the
signed distance function of Armadillo model, and fθ : Q× [−1, 1]→ R be the trained neural homotopy.
Figure 2 shows 4 zero-level sets of the neural implicit functions (fθ)ti , with ti = 0, 0.2, 0.4, 0.6. As in
the sphere case, the solution of the transport equation is well approximated by the neural homotopy
fθ.

Figure 2: Translation of Armadillo model along the direction (0, 1, 1).

Observe that there is a spurious component below the last Armadillo, however, this is outside the
animation domain Q if we translate it back to the time t = 0. This component is probably noise
outside of the cube Q× {t = 0}.
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6.2 The mean curvature equation

This section presents the experiments for approximating a solution of the mean curvature equation
using a neural homotopy.

Let g : Q → R be the signed distance of a surface S inside the cube Q = [−1, 1]3. We seek
for a neural homotopy fθ : Q × [−1, 1] → R that approximates the solution of the mean curvature
equation with the initial condition fθ = g on Q × {t = 0}. Remember the mean curvature equation
∂fθ
∂t −|∇pfθ|div

∇pfθ
|∇pfθ| = 0. Replacing this equation and the signed distance function g in Equation (13)

results in a neural version of the mean curvature equation for S.
∂fθ
∂t
− α|∇pfθ|div

∇pfθ
|∇pfθ|

= 0 in Q× [−1, 1],

fθ = g on Q× {t = 0}.
(18)

We added the constant parameter α to control the velocity of the level sets deformation. To learn the
unknown neural homotopy fθ that approximates a solution for this PDE problem, we use the following
loss function.

L(θ) =

∫
Q×[−1,1]

∣∣∣∣∂fθ∂t − α|∇pfθ|div
∇pfθ
|∇pfθ|

∣∣∣∣dpdt+

∫
Q×{0}

∣∣fθ − g∣∣dp (19)

Next, we present results of the mean curvature flow for the cube, dumbbell, and Armadillo.

6.2.1 Cube

Let g : Q → R be the signed distance from the cube surface, and fθ : Q× [−1, 1]→ R be the trained
neural homotopy. Figure 3 present the zero-level sets of (fθ)ti , with ti = i

5 , i = 0, . . . , 5. Observe that
the solution of the mean curvature equation is well approximated by the trained homotopy fθ.

Figure 3: Mean curvature equation of cube surface.

As expected, regions with positive mean curvature, such as the cube corners, have contracted.
Remember that the mean curvature equation evolves the level sets toward their normals weighted by
the negative of the mean curvature. Therefore, the mean curvature flow of the cube will at some
instant of time collapse to a point, but right before it will be very close to a sphere [4].

6.2.2 Dumbbell

Next, we consider a classical example of mean curvature flow. Let g : Q → R be the signed distance
function from a dumbbell surface, and fθ : Q× [−1, 1]→ R be the trained neural homotopy. Figure 4
presents zero-level sets of (fθ)ti , where ti = i

10 with i = 0, . . . , 7.
Observe that the solution of the mean curvature equation is well approximated by the neural

homotopy fθ. Since the neck region has higher mean curvature, it pinches off first creating two
connected components. Later, each component collapses to a point, becoming a small sphere right
before. Note that the mean curvature flow of the dumbbell has critical points in different instants of
time. These critical points can be studied using Morse Theory [17].
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Figure 4: Mean curvature equation of Dumbbell surface.

6.2.3 Armadillo model

Let g : Q → R be the signed distance function from the Armadillo, and fθ : Q × [−1, 1] → R be
the trained neural homotopy. Figure 5 presents reconstructions of the zero-level sets of (fθ)ti , where
ti = −1,−0.5, 0, 0.5, 1. The Armadillo is at the time t = −1, i.e. (fθ)−1 = g on Q× {t = −1}.

Figure 5: Mean curvature equation of the Armadillo model.

As expected, the regions with positive mean curvature contracted (notice the fingers, for example).
This results from the flow smoothing the Armadillo surface.

6.3 Morphing between surfaces

The next experiments consider more than one initial condition, focusing on the case of two conditions.
Let gi : Q → R, with i = 1, 2, be the signed distance functions from two implicit surfaces Si. We
present two ways to morph g1 into g2. First, we consider the Eikonal equation |∇pfθ| = 1 in Q×[−1, 1].
That is, we seek for a signed distance function (fθ)t for each time t ∈ [−1, 1]. We use the conditions
fθ = g1 on Q× {t1} and fθ = g2 on Q× {t2}, with t1 < t2 in [−1, 1].

|∇pfθ| = 1 in Q× [−1, 1],

fθ = g1 on Q× {t1},
fθ = g2 on Q× {t2}.

(20)

This problem admit many solutions, since it does not have any time constraint. Then, changing t1 and
t2 may produce a different homotopy. To optimize the parameters θ we use the following loss function.

L(θ) =

∫
Q×[−1,1]

∣∣|∇pfθ| − 1
∣∣dpdt

︸ ︷︷ ︸
LPDE

+

∫
Q×{t1}

∣∣fθ − g1∣∣dp+

∫
Q×{t2}

∣∣fθ − g2∣∣dp
︸ ︷︷ ︸

Ldata

(21)
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The second strategy consists of using the mean curvature equation. The resulting morphing
should deform S1 into S2 minimizing area distortions. For this, we use the mean curvature equa-
tion ∂fθ

∂t − |∇pfθ|div
∇pfθ
|∇pfθ| = 0 in Equation (13). To learn the homotopy fθ, we update the PDE

constraint using:

LPDE(θ) =

∫
Q×[−1,1]

∣∣∣∣∂fθ∂t − |∇pfθ|div
∇pfθ
|∇pfθ|

∣∣∣∣dpdt (22)

6.3.1 Morph from Cube to Sphere

Let gi : Q → R, i = 1, 2 be the signed distance functions of the cube S1 and the sphere S2. Let
fθ : Q × [−1, 1] → R be the trained neural homotopy using only the Eikonal constraint (Eq (21)).
Figure 6 presents reconstructions of the zero-level sets of (fθ)ti , where ti = i

14 , i = 0, . . . , 7.

Figure 6: Morphing between the cube and sphere without time constraint.

Surprisingly, even without any time constraint in the PDE, the neural homotopy fθ morphed
the cube (t = 0) into the sphere (t = 1

2 ). This is probably due to the smoothness (and overfitting
capabilities) of the network. It is important to observe that the morphing depends on the chosen time
instants t = 0, 12 .

Figure 7 illustrates analogous reconstructions considering the mean curvature constraint (Eq (22))
to train fθ. Observe that using this constraint implies a faster convergence to the sphere. This is a
consequence of the fact that the mean curvature flow of the cube already tends to the sphere. We
could add a scale α in the mean curvature equation as in Equation (19) to control this deformation.

Figure 7: Morph from Cube to Sphere using the mean curvature equation.

6.3.2 Morph from Armadillo to Sphere

Let gi : Q → R, i = 1, 2 be the signed distance functions of the Armadillo model S1 and the sphere S2,
respectively. Let fθ : Q× [−1, 1]→ R be the trained neural homotopy. Figure 8 present the reconstruc-

tions of the zero-level sets of (fθ)ti , where ti = i3

2·73 , i = 0, . . . , 7. We use this time sequence to obtain
a better illustration of the morphing, since the deformations are stronger near the Armadillo model.

6.3.3 Morph from Woman to Armadillo

In this experiment, we consider two implicit surfaces with similar global geometries. Let gi : Q → R,
with i = 1, 2, be the signed distance functions of the Woman model S1 and the Armadillo model S2,
respectively. Let fθ : Q × [−1, 1] → R be the trained neural homotopy using the Eikonal constraint
along time. Figure 9 shows reconstructions of the zero-level sets of (fθ)ti , where ti = i

18 , i = 0, . . . , 9.
The neural homotopy fθ successfuly represents the Woman at t = 0 and the Armadillo at t = 1

2 .
The intermediary zero-level sets of (fθ)t, with t ∈ (0, 12 ), morph the Woman into the Armadillo. An
interesting exercise would be to consider the skeletons of these models and add constraints to keep
them fixed over time.
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Figure 8: Morphing between the Armadillo and Sphere using the mean curvature equation.

Figure 9: Morphing between Woman and Armadillo models.

6.3.4 Morph from Happy Buddha to Armadillo

To present an experiment using surfaces with different topologies, consider gi : Q → R, i = 1, 2, be
the signed distance functions of the Happy Buddha S1 and the Armadillo S2. Let fθ : Q× [−1, 1]→ R
be the trained neural homotopy using the Eikonal constraint. Figure 10 shows reconstructions of the
zero-level sets of (fθ)ti , with ti = i

18 , i = 0, . . . , 9.

Figure 10: Morphing between Happy Buddha and Armadillo.

Even though these are surfaces with different shapes, fθ results in a coherent transition between
the Happy Buddha and the Armadillo.

Figure 11 illustrates analogous reconstructions using the mean curvature loss function (Eq (22)) to
train fθ. We use the same setting of the previous experiment. Note that this constraint added more
surface tension over time.
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Figure 11: Morphing between Happy Buddha and Armadillo using the mean curvature equation.

6.3.5 Morph from Armadillo to Armadillo

Here, we consider the morphing between two copies of the Armadillo. Let and fθ : Q × [−1, 1] → R
be the trained neural homotopy using only the Eikonal constraint. Figure 12 presents reconstructions
of the zero-level sets of (fθ)ti , with ti = i

18 , i = 0, . . . , 9.

Figure 12: Morphing between two Armadillos using the Eikonal equation.

fθ is representing the Armadillo, in t = 0, 12 , with a good degree of graphic accuracy. However, the
intermediary zero-level sets loses details when time moves away from t = 0, 12 . Thus, in this setting,
fθ is not capable of representing a constant function over time.

The results are similar when the mean curvature equation is considered. However, we can use
∂fθ
∂t = 0 to force fθ to be constant over time. Figure 13 shows analogous reconstructions using ∂fθ

∂t = 0
as constraint to train fθ. The models are all the same, even spurious artifacts are copied.

Figure 13: Morphing between two Armadillos using the constraint ∂fθ
∂t = 0.

The experiments show that the neural homotopy framework can learn a variety of phenomenons,
given the right PDE problem to train the neural network.

7 Connecting neural homotopies and neural implicit functions

This section presents a simple way to initialize the parameters of a neural homotopy fθ based on a
trained neural implicit function gφ. It can be used to initialize fθ in case we would like to approximate
it by a solution of a given PDE problem having gφ as initial condition.

Conversely, we give an algorithm to extract a neural function gφ from a neural homotopy fθ at a
given time t.
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7.1 Initializing the neural homotopy using a neural implicit function

Let gφ : R3 → R be a neural implicit function with its parameters φ trained so that gφ approximates
the signed distance function of a surface S ⊂ R3. Let fθ : R3×R→ R be an unknown neural homotopy
satisfying the PDE problem.{

F
(
∇nfθ, . . . ,∇1fθ, fθ, p, t

)
= 0 in R3 × R,

fθ = gφ on R3 × {t = 0}.
(23)

In Section 6, we have initialized fθ following the standard definitions of neural networks. However,
in this case, we could initialize θ in terms of φ such that fθ(p, t) = gφ(p) for all t ∈ R. In other words,
fθ will be constant and equal to gφ along the time. To define such initialization, we study the general
case: define a neural homotopy fθ : R3 × Rk → R such that fθ(p, c) = gφ(p) for all c ∈ Rk. For this,
we use a neural network fθ wider than gφ but with the same depth.

Proposition 1. Let gφ : R3 → R and fθ : R3 × Rk → R be neural networks with depth d. If fθ is
wider than gφ, we can define θ in terms of φ such that fθ(p, c) = gφ(p) for all (p, c) ∈ R3 × Rk.

Proof. Remember that gφ(p) = Bd+1 ◦ gd ◦ gd−1 ◦ · · · ◦ g1(p) + bd+1, where gi(pi) = ϕ(Bipi + bi) is
the ith layer, Bi : RNi → RNi+1 is the ith linear map, and bi ∈ RNi+1 is the ith bias. Analogously,
fφ(p, c) = Ad+1 ◦ fd ◦ fd−1 ◦ · · · ◦ f1(p, c) + ad+1, where fi : RMi → RMi+1 , with Ni ≤ Mi, given by
fi(pi) = ϕ(Aipi + ai), is the ith layer of fθ.

By hypothesis, fθ and gφ have the same depth d and the width of each layer of gφ is less or equal
the width of the respective layer of fθ. Therefore, define the parameters of the hidden layers using

Ai =

[
Bi 0
0 I

]
, ai =

[
bi
0

]
for 2 ≤ i ≤ d+ 1,

where I ∈ R(Mi+1−Ni+1)×(Mi−Ni) is the identity matrix. Therefore,

fi(p, c) = ϕ

([
Bi 0
0 I

] [
p
c

]
+

[
bi
0

])
=

[
gi(p)
ϕ(c)

]
for (p, c) ∈ RNi × RMi−Ni . Note that if ϕ(c) is zero at each layer, we get the desired result. For this,
define the first layer of fθ using

A1 =

[
B1 0
0 0

]
, a1 =

[
b1
0

]
.

To reproduce Proposition 1 with fθ deeper that gφ, we would have to deal with hidden layers
f(pi) = ϕ(Ap+ a) which does not exist in gφ. Thus, it would be desirable to initialize f as an identity
f(p) = p. Following the above approach, we would define A = I and a = 0 obtaining f(p) = ϕ(p),
however, in general, ϕ(p) 6= p.

7.2 From a neural homotopy to neural implicit functions

In this subsection, we study the problem of extracting a neural implicit function at a given ”time”
from a neural homotopy.

Let fθ : R3 × Rk → R be a trained neural homotopy represented by the neural network fθ(p, c) =
Ad+1 ◦ fd ◦ fd−1 ◦ · · · ◦ f1(p, c) + ad+1, with each ith layer fi(pi) = ϕ(Aipi + ai) having a width Mi.

Let c ∈ Rk, we define a network gφ : R3 → R satisfying gφ(p) = fθ(p, c) for all p ∈ R3. For
this, modify the first layer f1(p, c) = ϕ(A1(p, c) + a1) of fθ. The matrix A1 has 3 + k column vectors
{w1, w2, w3, u1, . . . , uk} in RM2 , where M2 is the dimension of the codomain of the first layer f1.
Denoting p by (x, y, z), we obtain

A1(p, c) = x · w1 + y · w2 + z · w3 +

k∑
i=1

ci · ui,
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where ci is the ith coordinate of c ∈ Rk. We use the matrix B1 consisting of the 3 column vectors
w1, w2, w3, and the vector bias b1 = a1 +

∑
ci · ui to construct the first layer g1 of the neural network

gφ. Specifically, we define gφ through the following neural network

gφ(p) = Ad+1 ◦ fd ◦ fd−1 ◦ · · · ◦ f2 ◦ g1(p) + ad+1.

Observe that the neural implicit function gφ is the neural homotopy fθ with its first layer f1(p, c)
replaced by g1(p), which we define as

g1(p) = ϕ
(
x · w1 + y · w2 + z · w3︸ ︷︷ ︸

B1p

+

k∑
i=1

ci · ui + a1︸ ︷︷ ︸
b1

)
= ϕ

(
B1p+ b1

)
.

It follows directly from the definition of gφ that gφ(p) = fθ(p, c). As a result we have a kind of opposite
direction to Proposition 1.

Proposition 2. Let fθ : R3 ×Rk → R be a neural network, and c be a point in Rk. There is a neural
network gφ : R3 → R with the same hidden layers of fθ satisfying fθ(p, c) = gφ(p) for all p ∈ R3.

8 Conclusions and Future Work

We introduced a framework to explore the differentiable properties of smooth neural implicit surfaces.
In this context we extended the representation to higher dimensions which opens up many possibilities
to control geometric transformations and shape morphing with applications to animation and modeling.

We gave emphasis to the basic setting of space-time. Future work includes a more thorough
investigation of the action of PDEs on surfaces, as well as, generalization of a setting with more
dimensions for controlling a wider parameter space of shape variations:

Willmore flow We can try to solve the Willmore flow since there is a level set formulation for this
problem [32]. See [6] for important applications in this context.

Generalizing the timespace Replace fθ : R3 × R → R by fθ : R3 × K → R, where K is a
simplicial complex embedded in Rm. Train fθ such that each vertex of K encodes a known surface.
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[23] Francisco Mart́ın and Jesús Pérez. An introduction to the mean curvature flow. In XXIII
International Fall Workshop on Geometry and Physics, held in Granada. https://www. ugr.
es/jpgarcia/investigacion. html, 2014.

[24] Mateusz Michalkiewicz, Jhony Kaesemodel Pontes, Dominic Jack, Mahsa Baktashmotlagh, and
Anders Eriksson. Implicit surface representations as layers in neural networks. In 2019 IEEE/CVF
International Conference on Computer Vision (ICCV), pages 4742–4751, 2019.
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A Experiment details

Here, we present the details of the experiments presented in Section 6.

A.1 Transport of an implicit surface

A.1.1 Sphere

This experiment considered the neural homotopy fθ a neural network with 3 hidden layers fi : R128 →
R128. We used an input frequency parameter w0 = 10, and trained fθ with 990 epochs using the loss
function in Equation (17).

A point cloud with 32000 points and normals was used, sampled from the sphere of radius 1
2 .

During training, We used minibatches with 4000 on-surface points (g = 0), 4000 off-surface points
(g 6= 0), and 8000 points in Q× [−1, 1].

A.1.2 Armadillo model

For this experiment, we assumed that the neural homotopy fθ is represented by a neural network with
3 hidden layers fi : R256 → R256. We used an input frequency parameter w0 = 30, and trained the
neural homotopy fθ during 1800 epochs using the loss function in Equation (17).

The point cloud had 40000 points, sampled from the surface of the Armadillo model. During
training, We used minibatches with 4000 on-surface points (g = 0), 4000 off-surface points (g 6= 0),
and 8000 points in the spacetime domain Q× [−1, 1].

A.2 The mean curvature equation

A.2.1 Cube

For this experiment, we assumed that the neural homotopy fθ is a neural network with 3 hidden layers
fi : R256 → R256. We used an input frequency parameter w0 = 16, and a mean curvature parameter
α = 0.1. The optimization of θ used 8000 epochs of training using the loss function in Equation (19).

We used a point cloud with 40000 points and normals, sampled from the cube surface. During
training, we used minibatches with 5000 on-surface points (g = 0), 5000 off-surface points (g 6= 0), and
10000 in the spacetime domain Q× [−1, 1].

A.2.2 Dumbbell

This experiment considered a neural homotopy fθ represented by a neural network consisting of 3
hidden layers fi : R256 → R256. We used an input frequency parameter w0 = 16. We define the
mean curvature parameter α = 0.05. We used 2800 epochs of training using the loss function in
Equation (19).

We used a point cloud, consisting of points and normals, of size 80000, sampled from the dumbbell
surface. During training, We used minibatches consisting of 5000 on-surface points (g = 0), 5000
off-surface points (g 6= 0), and 10000 in the spacetime domain Q× [−1, 1].

A.2.3 Armadillo model

This experiment uses the neural homotopy fθ given by a neural network consisting of 3 hidden layers
fi : R360 → R360. We used an input frequency parameter w0 = 30. We consider the parameter
α = 0.001 in Equation (19). We used 33000 epochs of training using the loss function in Equation (19)

We used a point cloud, consisting of points and normals, of size 80000, sampled from the Armadillo
surface. During training, We used minibatches consisting of 5000 on-surface points (g = 0), 5000
off-surface points (g 6= 0), and 10000 in Q× [−1, 1].
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A.3 Morphing between surfaces

A.3.1 Morph from Cube to Sphere

Here we assumed that the neural homotopy fθ is a neural network with 3 hidden layers fi : R128 → R128.
We used an input frequency parameter w0 = 20. We used 650 epochs of training using the Eikonal
loss function. For the case using the mean curvature equation we used 6780 epochs of training.

We used two point clouds, consisting of points and normals, each of size 20000, sampled from
the (smooth) cube surface and the sphere. During training, We used minibatches consisting of 5000
on-surface points (fθ(·, t) = 0 with t = 0, 12 ), 5000 off-surface points (fθ(·, t) 6= 0 with t = 0, 12 ), and
5000 in the spacetime domain (Q× [−1, 1]).

A.3.2 Morph from Armadillo to Sphere

For this experiment We considered the neural homotopy fθ to be represented by a neural network
consisting of 3 hidden layers fi : R256 → R256. We used an input frequency parameter w0 = 30. We
used 1800 epochs of training using the mean curvature loss function (Eq (22)).

We used two point clouds, consisting of points and normals, each of size 40000, sampled from the
Armadillo and the sphere. During training, We used minibatches consisting of 5000 on-surface points
(fθ(·, t) = 0 with t = 0, 12 ), 5000 off-surface points (fθ(·, t) 6= 0 with t = 0, 12 ), and 5000 in the spacetime
domain (Q× [−1, 1]).

A.3.3 Morph from Woman to Armadillo

For this experiment, we considered the neural homotopy fθ to be represented by a neural network
consisting of 3 hidden layers fi : R256 → R256. We used an input frequency parameter w0 = 30. We
used 9900 epochs of training using the Eikonal loss function (Eq (21)).

We used two point clouds, consisting of points and normals, each of size 40000, sampled from the
Woman and Armadillo models. During training, We used minibatches consisting of 3750 on-surface
points (fθ(·, t) = 0 with t = 0, 12 ), 3750 off-surface points (fθ(·, t) 6= 0 with t = 0, 12 ), and 7500 in the
spacetime domain (Q× [−1, 1]).

A.3.4 Morph from Happy Buddha to Armadillo

For this experiment, we considered the neural homotopy fθ to be a neural network consisting of 3
hidden layers fi : R256 → R256. We used an input frequency parameter w0 = 30. We used 1300 epochs
of training using the Eikonal loss function (Eq (21)). For the case using the mean curvature equation
(Eq (22)), we used 4000 epochs of training.

We used two point clouds, consisting of points and normals, each of size 60000, sampled from
the Happy Buddha and Armadillo models. During training, We used minibatches consisting of 4500
on-surface points (fθ(·, t) = 0 with t = 0, 12 ), 4500 off-surface points (fθ(·, t) 6= 0 with t = 0, 12 ), and
9000 in (Q× [−1, 1]).

A.3.5 Morph from Armadillo to Armadillo

For this experiment, we considered the neural homotopy fθ to be represented by a neural network
consisting of 3 hidden layers fi : R256 → R256. We used an input frequency parameter w0 = 30. We
used 1400 epochs of training using the Eikonal loss function (Eq (21)). For the case using the equation
∂fθ
∂t = 0, we considered 1400 epochs of training.

We used two point clouds, consisting of points and normals, each of size 40000, sampled from
the Armadillo model. During training, We used minibatches consisting of 3750 on-surface points
(fθ(·, t) = 0 with t = 0, 12 ), 3750 off-surface points (fθ(·, t) 6= 0 with t = 0, 12 ), and 7500 in the
spacetime domain (Q× [−1, 1]).
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